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Motivation
The challenge of HEP data analysis at the LHC
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AI in High Energy Physics Data Analysis (LHC)

ultrafast inference

anomaly 	
detection

generative models	
for event generation 
and fast simulation

object id	
jet tagging	
particle-flow	
tracking	

energy calibration

event classification

simulation based inference (SBI)	
unfolding
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AI tasks in LHC Data Processing

At the LHC, perform many different tasks on the collision data. Some of the major ones are:

▸ Jet tagging: classify quark / gluon / top / W / H jets

▸ Anomaly detection: search for new physics without specific signal model

▸ Event classification: select signal events from background

▸ Generation / simulation: produce realistic synthetic events

▸ Unfolding: correct measured distributions for detector effects

▸ Regression: reconstruct particle energies, momenta, vertices

Today: each task → separate model, separate training, separate resources	
Can we train ONE model that serves as a foundation for ALL tasks?

This is the idea behind Foundation Models
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Why is This Relevant Now?

L. Moneta (Lorenzo.Moneta@cern.ch)

• LHC experiments  collect vast amounts of  data

• High-quality simulated (labeled) datasets exist — unlike most other fields

• ML is already used at every stage: triggering, reconstruction, analysis

• The HL-LHC (≈ 2030) will multiply data volumes and computing needs

The traditional approach — one model per task, trained from scratch —	
does not scale to the HL-LHC era. 

Current approach
Train many separate models	
Each needs labeled data	
Each needs GPU training time	
No real knowledge sharing between tasks

Foundation model approach
Pre-train ONE large model on vast data sets	
Fine-tune model for each task	
Share learned representations	
Much less labeled data needed per fine-tune task

6

• Large amount of training data needed to fully exploit AI
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What are Foundation Models?
Definition, transfer learning, and the role of scale
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Definition

A foundation model is any model that is trained on broad data	
(generally using self-supervision at scale) that can be adapted	
(e.g., fine-tuned) to a wide range of downstream tasks.

— Bommasani et al. (2021), Stanford HAI  [arXiv: 2108.07258]

In practice, a foundation model must satisfy three criteria:

1 Pre-trained on large data
The model is trained on a large dataset with the explicit goal of learning	
a rich latent representation of the data.

2 Transferable to downstream tasks
The learned representation is reused (via fine-tuning) for different tasks —	
possibly the same task on different data, or entirely different tasks.

3 Pre-training improves performance
Using the pretrained representation gives better results than training	
the downstream task from scratch (especially with limited labeled data).

8
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The Pre-train → Fine-tune Paradigm

8

Transfer learning is not new — but the scale of foundation models is.

PRE-TRAINING
Large (unlabeled) dataset	

Self-supervised task:	
  - Predict masked tokens	
  - Next-token generation	
  - Contrastive learning

Backbone	
(Transformer)

learned	
representation

Classification

Generation

Anomaly Detection

Regression

The backbone learns general features of the data.	
Only the small task-specific model head needs labeled data 
and retraining.

During pre-training the model learns some features of the data that are useful for downstream  tasks

The model starts with a learned understanding of the data, unlike one that starts with no prior knowledge.
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Scale is the Key Ingredient

Foundation models work because of scaling data, parameters, compute.
Scaling laws (Kaplan et al. 2020):

Loss decreases predictably with compute,	
data size, and number of parameters.	

Performance depends strongly on scale, 
weakly on model shape (depth vs. width)	

Empirical power low performance :   e.g.       L(C) ∝ C−α     where C = compute, α ≈ 0.05 

Dataset Size 
tokens

Parameters 
non-embedding

Compute 
PF-days, non-embedding

Te
st

 L
os

s

Figure 1 Language modeling performance improves smoothly as we increase the model size, datasetset
size, and amount of compute2 used for training. For optimal performance all three factors must be scaled
up in tandem. Empirical performance has a power-law relationship with each individual factor when not
bottlenecked by the other two.

Performance depends strongly on scale, weakly on model shape: Model performance depends most
strongly on scale, which consists of three factors: the number of model parameters N (excluding embed-
dings), the size of the dataset D, and the amount of compute C used for training. Within reasonable limits,
performance depends very weakly on other architectural hyperparameters such as depth vs. width. (Section
3)

Smooth power laws: Performance has a power-law relationship with each of the three scale factors
N,D,C when not bottlenecked by the other two, with trends spanning more than six orders of magnitude
(see Figure 1). We observe no signs of deviation from these trends on the upper end, though performance
must flatten out eventually before reaching zero loss. (Section 3)

Universality of overfitting: Performance improves predictably as long as we scale up N and D in tandem,
but enters a regime of diminishing returns if either N or D is held fixed while the other increases. The
performance penalty depends predictably on the ratio N0.74/D, meaning that every time we increase the
model size 8x, we only need to increase the data by roughly 5x to avoid a penalty. (Section 4)

Universality of training: Training curves follow predictable power-laws whose parameters are roughly
independent of the model size. By extrapolating the early part of a training curve, we can roughly predict the
loss that would be achieved if we trained for much longer. (Section 5)

Transfer improves with test performance: When we evaluate models on text with a different distribution
than they were trained on, the results are strongly correlated to those on the training validation set with
a roughly constant offset in the loss – in other words, transfer to a different distribution incurs a constant
penalty but otherwise improves roughly in line with performance on the training set. (Section 3.2.2)

Sample efficiency: Large models are more sample-efficient than small models, reaching the same level of
performance with fewer optimization steps (Figure 2) and using fewer data points (Figure 4).

Convergence is inefficient: When working within a fixed compute budget C but without any other restric-
tions on the model size N or available data D, we attain optimal performance by training very large models
and stopping significantly short of convergence (see Figure 3). Maximally compute-efficient training would
therefore be far more sample efficient than one might expect based on training small models to convergence,
with data requirements growing very slowly as D ⇠ C0.27 with training compute. (Section 6)

Optimal batch size: The ideal batch size for training these models is roughly a power of the loss only,
and continues to be determinable by measuring the gradient noise scale [MKAT18]; it is roughly 1-2 million
tokens at convergence for the largest models we can train. (Section 5.1)

Taken together, these results show that language modeling performance improves smoothly and predictably
as we appropriately scale up model size, data, and compute. We expect that larger language models will
perform better and be more sample efficient than current models.

3

Given a fixed FLOPs budget, how should one trade-off model size and the number of training data?
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Scaling in LLMs  

Plot loss for fixed computational FLOPs	
Find optimal parameters and data size given fixed computation FLOPs	

   	
FLOPS (N, D) ~ 6 ND	

3 Scaling laws for flavor taggers

3.1 Compute-optimal scaling

Following notation introduced for LLMs [1], the compute cost 𝐿 measured in floating-point operations
(FLOPs), of training a transformer model can be approximated by

𝐿 = 6𝑀𝑁, (1)

where 𝑀 is the number of trainable (non-embedding) parameters, and 𝑁 is the number of training tokens1.
Whilst the constituents of a jet are analogous to the tokens in a sentence, for simplicity, in the following
sections we report results using 𝑁 as the number of training jets.

Compute-optimal trajectories are (𝑀 ,𝑁) configurations that minimize test loss for a fixed compute budget.
While this idea is originally from OpenAI [1], the Chinchilla paper by DeepMind [50] improves on this
methodology, and presents three di!erent approaches to derive these compute-optimal trajectories, and we
here we follow their approach 3 (summarized below).

To optimally allocate budget within a given cost model (Eq. 1) necessitates that both the dataset size and
model size can vary freely within a fixed compute budget (e.g, fixed number of FLOPs). The loss surface
𝑂 (𝑀 ,𝑁) is characterized under a single-epoch training regime to ensure the measured loss is a property of
model capacity and dataset size alone, independent of compute assumptions or risk of overfitting when
repeating data. Following [50], the dependence of the loss on model and dataset size is described by

𝑂 (𝑀 ,𝑁) = 𝑂→ +
𝑃

𝑀𝐿
+

𝑄

𝑁𝑀
, (2)

where 𝑂→ denotes the irreducible loss (Bayes error) corresponding to the best achievable performance with
infinite training data and model capacity, while the second and third terms capture the e!ects of limited
model capacity and data, respectively. This parametrization has been extensively validated across a range
of architectures and tasks, consistently capturing performance trends, with the fitted coe"cients varying
with architecture choice and context [51–55]. The scaling exponents 𝑅, 𝑆 > 0, along with 𝑂→ and the
coe"cients 𝑃 and 𝑄, are obtained by fitting the model to the measured loss values over a grid in (𝑀 ,𝑁).
Parameters are optimized by minimizing the Huber loss [56] between the predicted and observed log-loss
values using the L-BFGS algorithm [57], following the procedure described in the Chinchilla paper.

min
𝑁, 𝑂, 𝑃 , 𝐿, 𝑀

∑
Runs 𝑄

Huber𝑅
(
log 𝑂̂ (𝑀𝑄 ,𝑁𝑄) ↑ log 𝑂𝑄

)
(3)

Figure 1(a) shows the resulting empirical 𝑂 (𝑀 ,𝑁) surface, which we use as the basis for all subsequent
compute-optimal scaling analyses. For the present study, the fitted irreducible loss provides an estimate
of the lowest achievable loss on unseen data with current inputs, under the assumption that the scaling
coe"cients continue to hold in the large-𝑀 , large-𝑁 limit. Deviations from this power-law behavior are not
observed in the family of models explored in this study: 𝑀 ↓ (5k, 3B),𝑁 ↓ (10k, 7.7B).

1 The factor of 6 in Eq. 1 can be seen as follows. For 𝑀 transformer parameters, the cost of the forward pass of a transformer is
𝐿forward ↔ 2𝑀 due to the combination multiplication and addition operations in matrix multiplications. Computing the gradient
via backpropagation requires also keeping track of the gradients through both the forward and backward passes of the model, so
that 𝐿backward ↗ 2𝐿forward. This makes the scaling 𝐿 ↗ 𝐿forward + 𝐿backward = 6𝑀 . More details in Section 2.1 of [1]. Scaling
exponents are independent of average tokens in a jet, O(10), which a!ects only the constant prefactor in the compute cost.

4

Figure 3 | IsoFLOP curves. For various model sizes, we choose the number of training tokens such
that the final FLOPs is a constant. The cosine cycle length is set to match the target FLOP count. We
find a clear valley in loss, meaning that for a given FLOP budget there is an optimal model to train
(left). Using the location of these valleys, we project optimal model size and number of tokens for
larger models (center and right). In green, we show the estimated number of parameters and tokens
for an optimal model trained with the compute budget of Gopher.

For each FLOP budget, we plot the final loss (after smoothing) against the parameter count in
Figure 3 (left). In all cases, we ensure that we have trained a diverse enough set of model sizes to see
a clear minimum in the loss. We fit a parabola to each IsoFLOPs curve to directly estimate at what
model size the minimum loss is achieved (Figure 3 (left)). As with the previous approach, we then fit
a power law between FLOPs and loss-optimal model size and number of training tokens, shown in
Figure 3 (center, right). Again, we fit exponents of the form 𝐿𝑀𝑁𝑂 ∝ 𝑃𝑄 and 𝑅𝑀𝑁𝑂 ∝ 𝑃𝑆 and we find that
𝑄 = 0.49 and 𝑆 = 0.51—as summarized in Table 2.

3.3. Approach 3: Fitting a parametric loss function

Lastly, we model all final losses from experiments in Approach 1 & 2 as a parametric function of
model parameter count and the number of seen tokens. Following a classical risk decomposition (see
Section D.2), we propose the following functional form

𝑇(𝐿, 𝑅) ! 𝑈 +
𝑉

𝐿𝑊 +
𝑋

𝑅𝑌
. (2)

The first term captures the loss for an ideal generative process on the data distribution, and should
correspond to the entropy of natural text. The second term captures the fact that a perfectly trained
transformer with 𝐿 parameters underperforms the ideal generative process. The final term captures
the fact that the transformer is not trained to convergence, as we only make a finite number of
optimisation steps, on a sample of the dataset distribution.

Model fitting. To estimate (𝑉, 𝑋, 𝑈, 𝑊, 𝑌), we minimize the Huber loss (Huber, 1964) between the
predicted and observed log loss using the L-BFGS algorithm (Nocedal, 1980):

min
𝑉,𝑋,𝑈,𝑊,𝑌

∑
Runs 𝑍

Huber𝑎
(
log 𝑇(𝐿𝑍, 𝑅𝑍) − log 𝑇𝑍

)
(3)

We account for possible local minima by selecting the best fit from a grid of initialisations. The Huber
loss (𝑎 = 10−3) is robust to outliers, which we find important for good predictive performance over
held-out data points. Section D.2 details the fitting procedure and the loss decomposition.

6

Estimate loss scaling  as 

Question: is scaling  happening also for HEP models ?
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Hoffman et al., 2020 arXiv: 2203.15556

https://arxiv.org/abs/2203.15556
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Emergent Abilities

Emergent abilities (Wei et al. 2022, arXiv:2206.0768):

With increasing scale, models acquire capabilities they 
were never explicitly trained for:	
• Translation, coding, arithmetic 	

• Examples: 	
• 3 digit addition and subtraction and 2 digits 

multiplication	
• decoding the International Phonetic Alphabet (IPA)	
• unscrambling world letters	

• Few-shot and zero-shot learning: perform tasks from 
just a few examples	

• These abilities seem to emerge as phase transitions, 
not gradual improvements

Open question: can HEP foundation models also develop emergent capabilities at sufficient scale?

12

Published in Transactions on Machine Learning Research (08/2022)
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Figure 2: Eight examples of emergence in the few-shot prompting setting. Each point is a separate model.
The ability to perform a task via few-shot prompting is emergent when a language model achieves random
performance until a certain scale, after which performance significantly increases to well-above random. Note
that models that used more training compute also typically have more parameters—hence, we show an
analogous figure with number of model parameters instead of training FLOPs as the x-axis in Figure 11.
A–D: BIG-Bench (2022), 2-shot. E: Lin et al. (2021) and Rae et al. (2021). F: Patel & Pavlick (2022). G:
Hendrycks et al. (2021a), Rae et al. (2021), and Ho�mann et al. (2022). H: Brown et al. (2020), Ho�mann
et al. (2022), and Chowdhery et al. (2022) on the WiC benchmark (Pilehvar & Camacho-Collados, 2019).

Word in Context. Finally, Figure 2H shows the Word in Context (WiC) benchmark (Pilehvar & Camacho-
Collados, 2019), which is a semantic understanding benchmark. Notably, GPT-3 and Chinchilla fail to
achieve one-shot performance of better than random, even when scaled to their largest model size of ≥5 · 1023

FLOPs. Although these results so far may suggest that scaling alone may not enable models to solve WiC,
above-random performance eventually emerged when PaLM was scaled to 2.5 ·1024 FLOPs (540B parameters),
which was much larger than GPT-3 and Chinchilla.

4 Augmented Prompting Strategies

Although few-shot prompting is perhaps currently the most common way of interacting with large language
models, recent work has proposed several other prompting and finetuning strategies to further augment the
abilities of language models. If a technique shows no improvement or is harmful when compared to the
baseline of not using the technique until applied to a model of a large-enough scale, we also consider the
technique an emergent ability.

4
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or fewer model parameters for models trained on higher-quality data. Conversely, emergent abilities also
crucially depend on other factors such as not being limited by the amount of data, its quality, or the number
of parameters in the model. Today’s language models are likely not trained optimally (Ho�mann et al., 2022),
and our understanding of how to best train models will evolve over time. Our goal in this paper is not to
characterize or claim that a specific scale is required to observe emergent abilities, but rather, we aim to
discuss examples of emergent behavior in prior work.

3 Few-Shot Prompted Tasks

Language 
model

Input

OutputReview: This movie sucks.
Sentiment: negative.

Review: I love this movie.
Sentiment:

positive.

Figure 1: Example of an input and
output for few-shot prompting.

We first discuss emergent abilities in the prompting paradigm, as pop-
ularized by GPT-3 (Brown et al., 2020).2 In prompting, a pre-trained
language model is given a prompt (e.g. a natural language instruction)
of a task and completes the response without any further training
or gradient updates to its parameters. Brown et al. (2020) proposed
few-shot prompting, which includes a few input-output examples in
the model’s context (input) as a preamble before asking the model to
perform the task for an unseen inference-time example. An example prompt is shown in Figure 1.

The ability to perform a task via few-shot prompting is emergent when a model has random performance
until a certain scale, after which performance increases to well-above random. Figure 2 shows eight such
emergent abilities spanning five language model families from various work.

BIG-Bench. Figure 2A–D depicts four emergent few-shot prompted tasks from BIG-Bench, a crowd-sourced
suite of over 200 benchmarks for language model evaluation (BIG-Bench, 2022). Figure 2A shows an arithmetic
benchmark that tests 3-digit addition and subtraction, as well as 2-digit multiplication. GPT-3 and LaMDA
(Thoppilan et al., 2022) have close-to-zero performance for several orders of magnitude of training compute,
before performance jumps to sharply above random at 2 · 1022 training FLOPs (13B parameters) for GPT-3,
and 1023 training FLOPs (68B parameters) for LaMDA. Similar emergent behavior also occurs at around the
same model scale for other tasks, such as transliterating from the International Phonetic Alphabet (Figure 2B),
recovering a word from its scrambled letters (Figure 2C), and Persian question-answering (Figure 2D). Even
more emergent abilities from BIG-Bench are given in Appendix E.

TruthfulQA. Figure 2E shows few-shot prompted performance on the TruthfulQA benchmark, which
measures the ability to answer questions truthfully (Lin et al., 2021). This benchmark is adversarially curated
against GPT-3 models, which do not perform above random, even when scaled to the largest model size.
Small Gopher models also do not perform above random until scaled up to the largest model of 5 · 1023

training FLOPs (280B parameters), for which performance jumps to more than 20% above random (Rae
et al., 2021).

Grounded conceptual mappings. Figure 2F shows the task of grounded conceptual mappings, where
language models must learn to map a conceptual domain, such as a cardinal direction, represented in a
textual grid world (Patel & Pavlick, 2022). Again, performance only jumps to above random using the largest
GPT-3 model.

Multi-task language understanding. Figure 2G shows the Massive Multi-task Language Understanding
(MMLU) benchmark, which aggregates 57 tests covering a range of topics including math, history, law, and
more (Hendrycks et al., 2021a). For GPT-3, Gopher, and Chinchilla, models of ≥1022 training FLOPs (≥10B
parameters) or smaller do not perform better than guessing on average over all the topics, scaling up to 3–5
·1023 training FLOPs (70B–280B parameters) enables performance to substantially surpass random. This
result is striking because it could imply that the ability to solve knowledge-based questions spanning a large
collection of topics might require scaling up past this threshold (for dense language models without retrieval
or access to external memory).

2Though GPT-3 popularized prompting, the task setup has existed since before GPT-3 (Trinh & Le, 2018; McCann et al.,
2018; Radford et al., 2019; Ra�el et al., 2020).

3
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Scale is the key ingredient 

13

Example: GPT-3 (Brown et al. 2020)	

  Parameters:    175 billion	
  Training data:  300 billion tokens	
  Compute:        ~10²³ FLOPs  (thousands of GPUs weeks)      
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Some Large Foundation Models

14

Large-Scale AI Models
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Transformers and Attention
The architectural backbone of most foundation models

L. Moneta (Lorenzo.Moneta@cern.ch) 15
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The Attention Mechanism
Vaswani et al. (2017) — "Attention is All You Need"  [arXiv: 1706.03762]

• Need (from NLP): an operation that lets each element in a sequence look at every other element and 
decide what information is relevant — in a data-dependent way.	

• Combine information at locations far apart (e.g words at different positions) 	
• Limitation of architectures like Recurrent Neural Networks (RNN) and Graph Neural Networks 
(GNN)	

• Each token looks (attends) at every other token and depending on the data (with learnable 
parameters) the model decides what matters	

Attention Layers are the key building blocks of the Transformer architecture 

16
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Attention Layer Operations
Vaswani et al. (2017) — "Attention is All You Need"  [arXiv: 1706.03762]

Given an input sequence  X  of  n  tokens, each of dimension  d:

Queries:     	
Keys:          	
Values:      	

        matrix  	

• self attention: same input sequence for query, keys and values	
• cross attention: one sequence for queries and one for keys and 
values	

they are still 3 distinct learnable weight  matrices 

Q = X ⋅ WQ (n × dk)
K = X ⋅ WK (n × dk)
V = X ⋅ WV (n × dv)

Y = Attention(Q, K, V ) = softmax( QK𝖳

dk
)V (n × dv)

WQ , WK , WV

Scaled Dot-Product Attention Multi-Head Attention

Figure 2: (left) Scaled Dot-Product Attention. (right) Multi-Head Attention consists of several
attention layers running in parallel.

of the values, where the weight assigned to each value is computed by a compatibility function of the
query with the corresponding key.

3.2.1 Scaled Dot-Product Attention

We call our particular attention "Scaled Dot-Product Attention" (Figure 2). The input consists of
queries and keys of dimension dk, and values of dimension dv . We compute the dot products of the
query with all keys, divide each by

p
dk, and apply a softmax function to obtain the weights on the

values.

In practice, we compute the attention function on a set of queries simultaneously, packed together
into a matrix Q. The keys and values are also packed together into matrices K and V . We compute
the matrix of outputs as:

Attention(Q,K, V ) = softmax(
QK

T

p
dk

)V (1)

The two most commonly used attention functions are additive attention [2], and dot-product (multi-
plicative) attention. Dot-product attention is identical to our algorithm, except for the scaling factor
of 1p

dk
. Additive attention computes the compatibility function using a feed-forward network with

a single hidden layer. While the two are similar in theoretical complexity, dot-product attention is
much faster and more space-efficient in practice, since it can be implemented using highly optimized
matrix multiplication code.

While for small values of dk the two mechanisms perform similarly, additive attention outperforms
dot product attention without scaling for larger values of dk [3]. We suspect that for large values of
dk, the dot products grow large in magnitude, pushing the softmax function into regions where it has
extremely small gradients 4. To counteract this effect, we scale the dot products by 1p

dk
.

3.2.2 Multi-Head Attention

Instead of performing a single attention function with dmodel-dimensional keys, values and queries,
we found it beneficial to linearly project the queries, keys and values h times with different, learned
linear projections to dk, dk and dv dimensions, respectively. On each of these projected versions of
queries, keys and values we then perform the attention function in parallel, yielding dv-dimensional

4To illustrate why the dot products get large, assume that the components of q and k are independent random
variables with mean 0 and variance 1. Then their dot product, q · k =

Pdk
i=1 qiki, has mean 0 and variance dk.

4
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Figure 2: (left) Scaled Dot-Product Attention. (right) Multi-Head Attention consists of several
attention layers running in parallel.
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While for small values of dk the two mechanisms perform similarly, additive attention outperforms
dot product attention without scaling for larger values of dk [3]. We suspect that for large values of
dk, the dot products grow large in magnitude, pushing the softmax function into regions where it has
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we found it beneficial to linearly project the queries, keys and values h times with different, learned
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queries, keys and values we then perform the attention function in parallel, yielding dv-dimensional

4To illustrate why the dot products get large, assume that the components of q and k are independent random
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Attention: How does it work?

Intuition:

• Q: "what am I looking for?"

• K: "what do I contain?"

• V: "the actual information"

• Q · Kᵀ  measures compatibility between tokens

• softmax normalises scores (QKT values) to attention weights (sum to 1)	

• If a query Qn matches with the key Km the result after the softmax will be 
closer to 1 otherwise close to 0

• scaling   prevents gradients from  vanishing for large 1/ dk dk

• The results   are the weighted (by the attention 

scores) average values: a summary of the relevant information

Yq = ∑
k

Aq,kVk

Scaled Dot-Product Attention Multi-Head Attention

Figure 2: (left) Scaled Dot-Product Attention. (right) Multi-Head Attention consists of several
attention layers running in parallel.

of the values, where the weight assigned to each value is computed by a compatibility function of the
query with the corresponding key.

3.2.1 Scaled Dot-Product Attention

We call our particular attention "Scaled Dot-Product Attention" (Figure 2). The input consists of
queries and keys of dimension dk, and values of dimension dv . We compute the dot products of the
query with all keys, divide each by

p
dk, and apply a softmax function to obtain the weights on the

values.

In practice, we compute the attention function on a set of queries simultaneously, packed together
into a matrix Q. The keys and values are also packed together into matrices K and V . We compute
the matrix of outputs as:

Attention(Q,K, V ) = softmax(
QK
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The two most commonly used attention functions are additive attention [2], and dot-product (multi-
plicative) attention. Dot-product attention is identical to our algorithm, except for the scaling factor
of 1p

dk
. Additive attention computes the compatibility function using a feed-forward network with

a single hidden layer. While the two are similar in theoretical complexity, dot-product attention is
much faster and more space-efficient in practice, since it can be implemented using highly optimized
matrix multiplication code.

While for small values of dk the two mechanisms perform similarly, additive attention outperforms
dot product attention without scaling for larger values of dk [3]. We suspect that for large values of
dk, the dot products grow large in magnitude, pushing the softmax function into regions where it has
extremely small gradients 4. To counteract this effect, we scale the dot products by 1p

dk
.

3.2.2 Multi-Head Attention

Instead of performing a single attention function with dmodel-dimensional keys, values and queries,
we found it beneficial to linearly project the queries, keys and values h times with different, learned
linear projections to dk, dk and dv dimensions, respectively. On each of these projected versions of
queries, keys and values we then perform the attention function in parallel, yielding dv-dimensional

4To illustrate why the dot products get large, assume that the components of q and k are independent random
variables with mean 0 and variance 1. Then their dot product, q · k =

Pdk
i=1 qiki, has mean 0 and variance dk.

4

Y = Attention(Q, K, V ) = softmax( QK𝖳

dk
)V
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Softmax Gradient

• Q · Kᵀ  dot product is of length 	

➡ its standard deviation grows as   pushing the 
softmax in a saturated regime preventing learning	

• Solution: scaling the attention scores by    	
➡ prevents gradients from  vanishing for large 	

dk

∝ dk

1/ dk
dk
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Mask in the Attention Operator

In some case it is needed to make the Attention operation casual	

Don’t want that a token has a dependence from a token in the future, but 
only from a token in the past	

This is achieved by using a mask before the softmax operation setting the  
Q · Kᵀ values to zero when k > q	

➡ output will not depend on keys and values  with indices greater than 
the current q  	

Scaled Dot-Product Attention Multi-Head Attention

Figure 2: (left) Scaled Dot-Product Attention. (right) Multi-Head Attention consists of several
attention layers running in parallel.

of the values, where the weight assigned to each value is computed by a compatibility function of the
query with the corresponding key.

3.2.1 Scaled Dot-Product Attention

We call our particular attention "Scaled Dot-Product Attention" (Figure 2). The input consists of
queries and keys of dimension dk, and values of dimension dv . We compute the dot products of the
query with all keys, divide each by

p
dk, and apply a softmax function to obtain the weights on the

values.

In practice, we compute the attention function on a set of queries simultaneously, packed together
into a matrix Q. The keys and values are also packed together into matrices K and V . We compute
the matrix of outputs as:

Attention(Q,K, V ) = softmax(
QK

T

p
dk

)V (1)

The two most commonly used attention functions are additive attention [2], and dot-product (multi-
plicative) attention. Dot-product attention is identical to our algorithm, except for the scaling factor
of 1p

dk
. Additive attention computes the compatibility function using a feed-forward network with

a single hidden layer. While the two are similar in theoretical complexity, dot-product attention is
much faster and more space-efficient in practice, since it can be implemented using highly optimized
matrix multiplication code.

While for small values of dk the two mechanisms perform similarly, additive attention outperforms
dot product attention without scaling for larger values of dk [3]. We suspect that for large values of
dk, the dot products grow large in magnitude, pushing the softmax function into regions where it has
extremely small gradients 4. To counteract this effect, we scale the dot products by 1p

dk
.

3.2.2 Multi-Head Attention

Instead of performing a single attention function with dmodel-dimensional keys, values and queries,
we found it beneficial to linearly project the queries, keys and values h times with different, learned
linear projections to dk, dk and dv dimensions, respectively. On each of these projected versions of
queries, keys and values we then perform the attention function in parallel, yielding dv-dimensional

4To illustrate why the dot products get large, assume that the components of q and k are independent random
variables with mean 0 and variance 1. Then their dot product, q · k =

Pdk
i=1 qiki, has mean 0 and variance dk.

4
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• The same Attention operations are repeated for   number of heads	
• using weight matrices of size  	

• The result  is a sequence of matrices 	

• Afterwards the result is concatenated and  a linear operation is applied	
  using  a weight learnable matrix	

                                     	

All Attention operations are simple matrix multiplications which can be 
computed in parallel and efficiently using GPU	

Each head can focus on different aspects of the data (e.g., different particle	
correlations, different distance scales). 	
This gives the model diverse "views".	

h
h × d × dk

Y1, . . . . , Yh

Y = (Y1, . . . , Yh)W 0

Multi-Head Attention
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Figure 2: (left) Scaled Dot-Product Attention. (right) Multi-Head Attention consists of several
attention layers running in parallel.

of the values, where the weight assigned to each value is computed by a compatibility function of the
query with the corresponding key.

3.2.1 Scaled Dot-Product Attention

We call our particular attention "Scaled Dot-Product Attention" (Figure 2). The input consists of
queries and keys of dimension dk, and values of dimension dv . We compute the dot products of the
query with all keys, divide each by

p
dk, and apply a softmax function to obtain the weights on the

values.

In practice, we compute the attention function on a set of queries simultaneously, packed together
into a matrix Q. The keys and values are also packed together into matrices K and V . We compute
the matrix of outputs as:

Attention(Q,K, V ) = softmax(
QK

T

p
dk

)V (1)

The two most commonly used attention functions are additive attention [2], and dot-product (multi-
plicative) attention. Dot-product attention is identical to our algorithm, except for the scaling factor
of 1p

dk
. Additive attention computes the compatibility function using a feed-forward network with

a single hidden layer. While the two are similar in theoretical complexity, dot-product attention is
much faster and more space-efficient in practice, since it can be implemented using highly optimized
matrix multiplication code.

While for small values of dk the two mechanisms perform similarly, additive attention outperforms
dot product attention without scaling for larger values of dk [3]. We suspect that for large values of
dk, the dot products grow large in magnitude, pushing the softmax function into regions where it has
extremely small gradients 4. To counteract this effect, we scale the dot products by 1p

dk
.

3.2.2 Multi-Head Attention

Instead of performing a single attention function with dmodel-dimensional keys, values and queries,
we found it beneficial to linearly project the queries, keys and values h times with different, learned
linear projections to dk, dk and dv dimensions, respectively. On each of these projected versions of
queries, keys and values we then perform the attention function in parallel, yielding dv-dimensional

4To illustrate why the dot products get large, assume that the components of q and k are independent random
variables with mean 0 and variance 1. Then their dot product, q · k =

Pdk
i=1 qiki, has mean 0 and variance dk.

4



L. Moneta (Lorenzo.Moneta@cern.ch) Foundation Models  |  13/4/2026	

The Transformer Block

L. Moneta (Lorenzo.Moneta@cern.ch)

The Transformer Block:

1 Input tokens  →  Multi-Head Attention

2 Add residual connection + Layer Normalization

3 Feed-Forward Network (two linear layers + activation)

4 Add residual connection + Layer Normalization

5 Output and repeat for N layers 

Transformers

• Idea: Get rid of the RNN and only use attention

10
1

Original model designed for language translation tasks 
composed by 	

• Encoder	
• N layers of self attention transformer blocks	

• Decoder	
• A first casual first layer (masked attention)	
• Second layer uses output of decoder as input for 

K, and V (performing cross-attention)	
 	
(from Vaswani et al. (2017), “Attention is All You Need” [arXiv: 1706.03762])	

22
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Computational Cost of the Attention

23

Table for Presentations

Lorenzo Moneta

June 2025

FLOPsperhead = N
2
dk + 2N2 + N

2
dv ⇡ O

�
N

2(dk + dv)
�
, (1)

where N is the sequence length and dk, dv are the key/query and value dimen-
sions, respectively. Multiply eq:attnf lopsbythenumberofheadsh for the block’s
total cost.

Stage Key operation (with dimensions) FLOPs per head Why N2
?

Score matrix Q2RN⇥dk , K2RN⇥dk : S = QKT2RN⇥N N2dk Each of the N queries
dots with all N keys

Soft-max Row-wise softmax: A=softmax(S) on S2RN⇥N ⇡ 2N2 Exponentiate and nor-
malise all N2 scores

Weighted sum V 2RN⇥dv , A 2 RN⇥N : Z = AV 2RN⇥dv N2dv Each of the N outputs
mixes N value vectors

Table 1: Per-head compute cost for vanilla self-attention with sequence length
N .

1

FLOPs = h( N2dk + 2N2 + N2dv ) ≈ 𝒪(hN2(dk + dv))

Attention operator scales quadratic with the sequence length

Computational costs (FLOPs) for a single head attention:
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Important Distinctions

Not every transformer is a foundation model:
A transformer is an architecture. A foundation model is a training paradigm.	
You can build a foundation model with a different architecture, and you can	
use transformers without any pre-training/fine-tuning.

Not every foundation model is an LLM:

LLMs (GPT, BERT, etc.) are the most famous foundation models,	
but the concept applies to any data type: images (CLIP, DALL-E),	
audio (Whisper), proteins (AlphaFold), and particle physics.

24
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Vision Transformer (ViT)
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Foundation Models in HEP

Three approaches to Foundation Models in HEP:

1. Use existing LLMs for HEP tasks ChATLAS (AI assistant for ATLAS), ACCGPT (CERN knowledge Retrieval ChatBOT)

2. Adapt LLMs to understand 
physics/math

Symbolic integration as translation [Lample & Charton 2019], continuous 
numbers tokenisation [xVal, Golkar 2024]

3. Build foundation models from 
scratch for HEP data

Train on HEP data: jets, events, calorimeter showers. Will now focus here

26
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Foundation Models for HEP 
From text to Particle data (e.g. Jets)

27
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High Energy Physics Data: Particle Jets produced from pp collisions
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Particle Jets

What is a Jet? 	
• A collimated shower of particles in the detector	
• Particles are reconstructed as tracks and calorimeter towers

Jet Tagging 	
• Distinguish different types of jets (classification task)	
• quark vs gluon jets	
• boosted jets produced by heavy resonances 	
(W, Z, Higgs, top) for new physics searches	

• heavy flavour jets 	
(secondary vertices with displaced tracks)	

Tagging is a difficult task: natural to use ML algorithms 

Boosted jets (e.g. from top decays)

 HF jets (from b and  c decays)
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History of Jet Tagging in HEP

Evolution of Jet tagging	
1. consider jets as 2D images and use Convolutional Neural Networks (CNN)	
2. jets are like a sequence of particles, analogy with NLP: use Recurrent NN and 1D CNN	

➡ physics (QCD) is the grammar that is going to be learnt	
3. Graph Neural Network (GNN) to deal with variable length data	
4. Transformers to exploit scaling and achieve optimal performances
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CMS Jet Tagger: Particle Net

GNN for tagging heavy flavour jets (b/c jets) DEVELOPED IN CMS	
• based on Dynamic Edge Convolution (DGCNN)	
• large improvement in performance compared to previous taggers	
(based on 1D-Convolution + recurrent architecture)

First observation  at colliderZ → cc̄

Searches for  H → cc̄

arXiv:1902.08570

 
events

H → cc̄

https://arxiv.org/abs/1902.08570
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PartT: Particle Transformer

ParT : jet  tagging using transformers arXiv:2202.03772

Example: performance in 	
• doubled background rejection: → ~ 1.4x significance!	
• Same significance reach with half of the data!

H → cc̄

https://arxiv.org/abs/2202.03772
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GNN vs Transformer 

• GNN: strong inductive bias encoded in graph structure, but problem with over-squashing and over-
smoothing: don’t work for deep structures (several layers)
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Scaling for HEP Models: Study on Jet Tagger

(a) (b)

Figure 1: Loss surface 𝐿 (𝑀 ,𝑁) projections for the flavor-tagging transformer, measured after single-epoch training as
a function of model size 𝑀 and dataset size 𝑁. The red color scale indicates the loss, which decreases smoothly along
both axes, following a predictable power-law behavior consistent with 𝐿 (𝑀 ,𝑁) = 𝐿→ +

𝐿
𝑀 𝐿 +

𝑁
𝑂𝑀 . Iso-FLOPs slices

(green dashed-lines) trace constant-compute configurations under the training-only cost model 𝑂 = 6𝑀𝑁, while the
resulting compute-optimal trajectory is indicated as a dashed blue line. (a) Full loss surface with overlaid iso-FLOPs
dashed lines, showing the training-only compute-optimal trajectory in the (𝑀 ,𝑁) plane. (b) Same surface projected
to (𝑀 , 𝐿) to highlight the compute-optimal configurations (𝑀 ,𝑁) that minimize the loss along iso-FLOPs slices.

Compute-optimal scaling corresponds to the 𝑀 and 𝑁 that minimize generalization loss given a fixed
compute budget 𝑂budget. Under the cost model 𝑂 = 6𝑀𝑁, the optimal trajectory satisfies:

min
𝑀 ,𝑂

𝐿 (𝑀 ,𝑁) such that 𝑂 = 6𝑀𝑁 = 𝑂budget, (4)

which results in
𝑀𝑃

↑ 𝑂𝑄
budget, 𝑁𝑃

↑ 𝑂1↓𝑄
budget, 𝐿𝑃 ↑ 𝑂↓𝑅

budget, (5)

𝑃 =
𝑄

𝑅 + 𝑄
, 𝑆 =

𝑅𝑄

𝑅 + 𝑄
(6)

While the underlying loss surface 𝐿 (𝑀 ,𝑁) is independent of the compute assumption, the path we
choose through the (𝑀 ,𝑁) plane, the compute-optimal trajectory, depends entirely on the compute cost
parametrization. “Optimal” scaling is the optimal trajectory for the (𝑀 ,𝑁) that minimizes the loss given a
FLOPs budget (the points with minimal loss along an iso-FLOPs line). Figure 1 shows the compute-optimal
trajectory under training-only cost model, and Table 1 enumerates the derived scaling coe!cients.

Quantity Symbol Description Value

Irreducible loss 𝐿→ 𝐿 (𝑀↔inf ,𝑁↔inf) 0.619 (0.539, 0.671)
Model scaling exponent 𝑅 𝐿𝑀 ↑ 𝑀↓𝑆 0.677 (0.644, 0.764)
Data scaling exponent 𝑄 𝐿𝑂 ↑ 𝑁↓𝑇 0.077 (0.065,0.086)
𝑂 = 6𝑀𝑁 optimal exponent 𝑆 𝐿 ↑ 𝑂↓𝑅 0.07 (0.064, 0.074)

Table 1: Fitted scaling-law parameters for the transformer model. Loss is parameterized as 𝐿 (𝑀 ,𝑁) = 𝐿→ +

𝑇 𝑀↓𝑆
+ 𝑈 𝑁↓𝑇 = 𝐿→ + 𝐿𝑀 + 𝐿𝑂 , for model size 𝑀 and dataset size 𝑁. 95% confidence intervals are extracted by

bootstrapping data.

5

The previously derived loss-optimal scaling laws (Section 3.2) are used to predict the optimal size of the
TN25-86M2 model for a training on the full 7.7 billion jets dataset. Given that the flavor fractions and sample
composition of this large training dataset is di!erent than the one used for deriving the expected rejections
(Section 2), TN25-86M is compared to a model, called TN25-12M, trained on the same dataset at current
flavor taggers scale, that is 12M parameters on 417M jets. The resulting relative improvement shown in
Figure 8 is consistent with the expected scaling-law behavior, as also illustrated by the extrapolated ROC
curves in Figure 9 in the Appendix. The TN25-86M training, performed on 160 NVIDIA A100 GPUs,
required approximately 4 → 1020 FLOPs. Notably, the ability to increase compute is once again limited by
available training data, as further training would cause the validation loss to increase.

(a) (b)

Figure 8: Background rejection of TN25-86M, an optimal 86M parameter tagger trained on 7.7 Billion jets, compared
to TN25-12M (12M parameters) trained on 417M jets for tagging 𝐿-jets (a) and 𝑀-jets (b) originating from 𝑁𝑁 simulated
events. The ratio panels show the performance improvement obtained by pure scaling, with the curves indicating
the relative gain over a baseline model trained at current scales. The shaded bands around the curves indicate the
binomial uncertainty associated with the measurement.

Simply increasing scale, moving to billion-parameter architectures trained on trillions of jets, is expected to
yield order-of-magnitude improvements in the rejection of all background jet flavors. This trend eventually
reaches the performance floor (gray band in Figure 7) determined by the current set of input features;
beyond that point, further gains will require incorporating lower-level inputs into the flavor tagger. While
architectural and feature-level innovations play an essential role in improving performance, one of the
critical property of a given architecture is the ability to scale e"ciently with increasing data and compute.
Ultimately, given a scalable architecture and a set of input features, the dominant driver of jet-tagging
performance is scale itself, achieved through larger models and datasets, highlighting the importance of
designing architectures that sustain e"cient scaling behavior across downstream tasks.

2
TN labels the Transformer architecture, 25 designates the 2025 iteration, and 86M specifies the model’s parameters.
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Scaling Laws for HEP Transformers
Do Scaling Laws apply? 
• First scaling study for jet taggers

• Loss follows predictable power laws

• Scaling extrapolates beyond current 

training sizes

• 7.7B-jet training validates this extrapolation  
➡ We are not at the performance limit

Compute-optimal (blue) → best performance for a fixed compute budget (C fixed):

Model size N and dataset size D are chosen to minimize loss under C=6ND

Loss-optimal (orange) → Best achievable loss for a fixed dataset size (D fixed):

Model scaled and trained until loss is minimized (compute not constrained)

ATL-SOFT-PUB-2026-002

Best performance for fixed C

Optimal loss regardless of C

   	

    	

3 Scaling laws for flavor taggers

3.1 Compute-optimal scaling

Following notation introduced for LLMs [1], the compute cost 𝐿 measured in floating-point operations
(FLOPs), of training a transformer model can be approximated by

𝐿 = 6𝑀𝑁, (1)

where 𝑀 is the number of trainable (non-embedding) parameters, and 𝑁 is the number of training tokens1.
Whilst the constituents of a jet are analogous to the tokens in a sentence, for simplicity, in the following
sections we report results using 𝑁 as the number of training jets.

Compute-optimal trajectories are (𝑀 ,𝑁) configurations that minimize test loss for a fixed compute budget.
While this idea is originally from OpenAI [1], the Chinchilla paper by DeepMind [50] improves on this
methodology, and presents three di!erent approaches to derive these compute-optimal trajectories, and we
here we follow their approach 3 (summarized below).

To optimally allocate budget within a given cost model (Eq. 1) necessitates that both the dataset size and
model size can vary freely within a fixed compute budget (e.g, fixed number of FLOPs). The loss surface
𝑂 (𝑀 ,𝑁) is characterized under a single-epoch training regime to ensure the measured loss is a property of
model capacity and dataset size alone, independent of compute assumptions or risk of overfitting when
repeating data. Following [50], the dependence of the loss on model and dataset size is described by

𝑂 (𝑀 ,𝑁) = 𝑂→ +
𝑃

𝑀𝐿
+

𝑄

𝑁𝑀
, (2)

where 𝑂→ denotes the irreducible loss (Bayes error) corresponding to the best achievable performance with
infinite training data and model capacity, while the second and third terms capture the e!ects of limited
model capacity and data, respectively. This parametrization has been extensively validated across a range
of architectures and tasks, consistently capturing performance trends, with the fitted coe"cients varying
with architecture choice and context [51–55]. The scaling exponents 𝑅, 𝑆 > 0, along with 𝑂→ and the
coe"cients 𝑃 and 𝑄, are obtained by fitting the model to the measured loss values over a grid in (𝑀 ,𝑁).
Parameters are optimized by minimizing the Huber loss [56] between the predicted and observed log-loss
values using the L-BFGS algorithm [57], following the procedure described in the Chinchilla paper.

min
𝑁, 𝑂, 𝑃 , 𝐿, 𝑀

∑
Runs 𝑄

Huber𝑅
(
log 𝑂̂ (𝑀𝑄 ,𝑁𝑄) ↑ log 𝑂𝑄

)
(3)

Figure 1(a) shows the resulting empirical 𝑂 (𝑀 ,𝑁) surface, which we use as the basis for all subsequent
compute-optimal scaling analyses. For the present study, the fitted irreducible loss provides an estimate
of the lowest achievable loss on unseen data with current inputs, under the assumption that the scaling
coe"cients continue to hold in the large-𝑀 , large-𝑁 limit. Deviations from this power-law behavior are not
observed in the family of models explored in this study: 𝑀 ↓ (5k, 3B),𝑁 ↓ (10k, 7.7B).

1 The factor of 6 in Eq. 1 can be seen as follows. For 𝑀 transformer parameters, the cost of the forward pass of a transformer is
𝐿forward ↔ 2𝑀 due to the combination multiplication and addition operations in matrix multiplications. Computing the gradient
via backpropagation requires also keeping track of the gradients through both the forward and backward passes of the model, so
that 𝐿backward ↗ 2𝐿forward. This makes the scaling 𝐿 ↗ 𝐿forward + 𝐿backward = 6𝑀 . More details in Section 2.1 of [1]. Scaling
exponents are independent of average tokens in a jet, O(10), which a!ects only the constant prefactor in the compute cost.

4

C(N, D) ∼ 6ND

ATLAS-SOFT-PUB-2026-002

https://cds.cern.ch/record/2953659/files/ATL-SOFT-PUB-2026-002.pdf
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Double Descent

4 Double descent

In the data-constrained regime, one may further increase model capacity beyond the overfitting threshold to
investigate whether overparameterization can lead to improved generalization. This phenomenon, known
as model-wise double descent, has been observed in a variety of deep learning settings [35, 59–62]. In
this regime, test loss exhibits a non-monotonic dependence on model size: it first decreases as the model
becomes more expressive, then increases around the interpolation threshold where the model begins to
overfit and perfectly memorizes the training data, and finally decreases again once the model becomes
su!ciently overparameterized. While double descent is now well established in large-scale machine
learning, its manifestation in high-energy physics (HEP) datasets remains less explored. Recent studies [36]
have demonstrated that overparameterized architectures can indeed achieve lower test losses in certain HEP
tasks, provided that appropriate regularization and early stopping are employed. However, this behavior is
not universal: in some datasets, increasing model capacity beyond the interpolation threshold fails to yield
improved generalization, suggesting that the benefits of double descent depend sensitively on data and
noise characteristics. The same double descent e"ect can be observed epoch-wise where generalization is
recovered after the model has reached zero training loss over enough epochs, the conditions under which
epoch-wise double descent occurs are however less understood and dataset dependent [60]. Therefore, we
focus our study on model-wise double descent.

Figure 5: Final training loss and test losses over 100 epochs as a function of model size 𝐿 for a fixed dataset
(𝑀 = 100k jets), test loss is color coded by epoch number. The final test loss initially decreases as the model becomes
more expressive, rises near the interpolation threshold where the network exactly fits the training data, and decreases
again for highly over-parameterized models, exhibiting model-wise double descent. The lower panel shows the same
behavior after early stopping (choosing the epoch-checkpoint with lowest validation loss), which regularizes but
does not eliminate the intermediate peak. This confirms that su!ciently large models can recover and even improve
generalization in HEP tasks beyond the overfitting regime, provided that suitable regularization is applied [63].

In this study, model-wise double descent behavior is observed across a wide range of dataset and model sizes.
Figure 5 shows a clear double descent curve for 𝑀 = 100k jets: test loss first decreases with model size (𝐿),

9

Study test loss after 100 epochs and using early stopping as function of model size (and data set size)

Two distinct regions:	
• underparametrized 	
• overparametrized	

Phenomena already observed in large 
ML models (see Belkin et al. arXiv:1812.11118)

then increases in the overfitting region, and finally decreases again once the model becomes su!ciently
over-parameterized. Early stopping (which keeps the model with the lowest validation loss) regularizes,
but does not completely remove the intermediate peak. The resulting early stopped double descent can be
seen in the bottom panel. We see that large enough models can even improve generalization.

To illustrate how the interpolation threshold and the intermediate double-descent peak shift with dataset
size, we scan 𝐿 (𝑀 ,𝑁) on a grid of (𝑀 ,𝑁) values and visualize training, test, and early-stopped test losses
as heatmaps in Figure 6. The interpolation threshold appears as a ridge in test loss that separates the under-
and over-parameterized regimes. Early stopping flattens, but doesn’t remove entirely, this ridge leading
to overparametrized models consistently outperforming underparametrized ones. This hints that early
stopping (and more generally regularization) plays a key role in exploiting the benefits of large transformer
models in the data-constrained regime.

overparametrized

underparametrized

(a)

overparametrized

underparametrized

(b)

overparametrized

underparametrized

model-wise 
double descent

(c)

Figure 6: (a) Train, (b) Test, and (c) early-stopped Test losses across the (𝑀 ,𝑁) plane. The ridge of elevated test
loss, occurring where the training loss approaches zero, delineates the interpolation threshold between under- and
over-parameterized regimes. Applying early stopping (bottom figure) mitigates but does not fully eliminate this
ridge, demonstrating that adequately regularized, over-parameterized models can reach lower test losses than smaller
architectures at fixed dataset size. The turquoise line in (c) guides the eye for the model-wise double descent.

10
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Natural Language vs. High Energy Physics Data

Large Foundation Models originally designed for NLP. 

Natural Language Particle Jets (HEP)

Discrete tokens (words, subwords) Continuous numbers (pT, η, φ, …)

Ordered sequence — syntax matters Unordered set — permutation invariant

Vocabulary ≈ 50 000 tokens No natural vocabulary → need tokenization

Meaning builds across many sentences Physics encoded in correlations between particles

1 embedding per token Multiple features per particle (4-vector, PID, …)

How do we turn continuous, permutation-invariant physics data into something a transformer can process?

36
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Particle Jets: the Main Building Block

L. Moneta (Lorenzo.Moneta@cern.ch)

A jet is a collimated spray of particles produced by the fragmentation of a quark or gluon.

Jet = { p₁, p₂, …, pN }     (unordered set, N varies from jet to jet)	

Each particle:  pᵢ = { pT,  ηrel,  φrel,  particle ID,  displacement, … }

Important properties:
• Variable multiplicity: N ≈ 5 – 150 particles per jet

• The ordering of particles is physically meaningless (permutation invariant)

• Different jet origins (quark, gluon, top, W, H) leave different signatures

• Feature correlations encode the physics (e.g., n-subjettiness τ₃₂ for top quarks)

Downstream tasks on jets:
Tagging: classify jet origin (quark/gluon/top/W/H/…)
Generation: learn p(jet) and sample new realistic jets
Anomaly detection: identify jets that don't match known physics
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The Tokenization Of Physics Data

Transformers were designed for discrete tokens. Our physics data are continuous.	
Some approaches exist to bridge this gap:

Approach 1: Binning
Divide each feature dimension into N bins.	
Map each particle → bin index → integer token.	

Simple but: vocab size = ∏ᵢ N_bins,i	
Sub-optimal coverage of feature space in case of multi-dim data

Approach 2: VQ-VAE (used by OmniJet-α, MPM)

Vector Quantized Variational Autoencoder.	
Learn an embedding space  of K discrete codes.	
Encoder maps particle → nearest code.	
Adapts to the shape of the data distribution!

▪ Divide each dimension into bins

▪ Sub-optimal coverage

▪ Vocab size becomes ς𝑖∈𝑓𝑒𝑎𝑡𝑢𝑟𝑒𝑠 𝑛𝑏𝑖𝑛𝑠,𝑖
▪ Tokens → Embedding: Linear(𝑛tokens, 𝑑embed)
▪ Embedding → Tokens: Linear(𝑑embed, 𝑛tokens)
▪ Example: 100 000 tokens with embedding dimension 128 → 25.6M parameters

Anna Hallin | Foundation models for HEP | June 29, 2025 49

Binning
The VQ-VAE learns an embedding space of discrete tokens

▪ Unconditional tokens: tokenize one constituent at a time, 1:1 correspondence

▪ Conditional tokens: sees all constituents, adapts the tokens → one token can cover multiple 
parts of feature space

50

Vector Quantized Variational autoencoder

Image credit: J. Birk

van den Oord et al, Neural Discrete Representation Learning. arXiv 1711.00937
Huh et al, Straightening Out the Straight-Through Estimator: Overcoming Optimization Challenges in Vector Quantized Networks. arXiv 2305.08842

Anna Hallin | Foundation models for HEP | June 29, 2025

▪ Divide each dimension into bins

▪ Sub-optimal coverage

▪ Vocab size becomes ς𝑖∈𝑓𝑒𝑎𝑡𝑢𝑟𝑒𝑠 𝑛𝑏𝑖𝑛𝑠,𝑖
▪ Tokens → Embedding: Linear(𝑛tokens, 𝑑embed)
▪ Embedding → Tokens: Linear(𝑑embed, 𝑛tokens)
▪ Example: 100 000 tokens with embedding dimension 128 → 25.6M parameters

Anna Hallin | Foundation models for HEP | June 29, 2025 49

Binning

Note: Discretisation is needed if model is trained to predict next tokens, not if supervised trained (e.g for classification: ParT)
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Foundation Models in HEP : Different Pre-Training Strategies 
Different approaches, one goal: reusable representations
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Overview of Pre-training Strategies

Different groups have explored different pre-training objectives for building foundation models for HEP	
Here is a list not exclusive of some of the HEP Foundation Models.  

A

Supervised	
Classification

ParT (2022)

Pre-train on labeled jet 
classification.	
Directly optimizes for 
the downstream task.

B

Masked Particle	
Prediction

MPM (2024)

Mask particles, predict 
their properties.	
Inspired by BERT.

C

Next-Token	
Prediction

OmniJet-α (2024)

Generate jets token by 
token.	
Inspired by GPT.

D

Contrastive	
Learning

RS3L (2024)

Same event, different 
simulations → close.	
Different events → far 
apart.

E

Hybrid	
(Generation + 
Classification)
OmniLearn (2024)

Combine generation and 
classification	
in a single pretraining.
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Strategy A: Supervised Pre-training — Particle Transformer
Qu, Li, Qian — PMLR 2022  [arXiv: 2202.03772]

L. Moneta (Lorenzo.Moneta@cern.ch)

Approach: pre-train on supervised multi-class jet classification on a large dataset,	
then fine-tune on a different classification task / dataset.

Training loss:   cross-entropy Loss over 10 jet classes	

Dataset used for training : JetClass — 100M jets, 10 classes (q/g, top, W, Z, H, …)	
Features: pT, η, φ, particle ID, trajectory displacement, interaction features

Key architectural idea — interaction features:

  ParT computes pairwise features between particles (inspired by jet clustering history).	
  These are used as attention biases in the transformer, informing the model about the	
  angular and momentum structure of the jet.

Results:
• State-of-the-art jet tagging at time of publication

• Fine-tuning to different datasets shows transfer learning improvement

• Adding more physics features (particle ID, displacement) consistently helps

• Limitation: requires labels for pretraining — cannot pretrain on real data

Particle Transformer for Jet Tagging
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Figure 3. The architecture of (a) Particle Transformer (b) Particle Attention Block (c) Class Attention Block.

of particles, in a shape (N, N,C →). The particle and inter-
action inputs are each followed by an MLP to project them
to a d- and d→-dimensional embedding, x0

→ RN↑d and
U → RN↑N↑d→

, respectively. Unlike Transformers for NLP
and vision, we do not add any ad-hoc positional encodings,
as the particles in a jet are permutation invariant. The spatial
information (i.e., the flying direction of each particle) is
directly included in the particle inputs. We feed the particle
embedding x0 into a stack of L particle attention blocks
to produce new embeddings, x1, ...,xL via multi-head self
attention. The interaction matrix U is used to augment the
scaled dot-product attention by adding it as a bias to the
pre-softmax attention weights. The same U is used for all
the particle attention blocks. After that, the last particle
embedding xL is fed into two class attention blocks, and a
global class token xclass is used to extract information for
jet classification via attention to all the particles, following
the CaiT approach (Touvron et al., 2021). The class token
is passed to a single-layer MLP, followed by softmax, to
produce the final classification scores.

Remark. ParT can also be viewed as a graph neural network
on a fully-connected graph, in which each node corresponds
to a particle, and the interactions are the edge features.

Particle interaction features. While the ParT architec-
ture is designed to be able to process any kinds of pairwise

interaction features, for this paper we only consider a spe-
cific scenario in which the interaction features are derived
from the energy-momentum 4-vector, p = (E, px, py, pz),
of each particle. This is the most general case for jet tagging,
as the particle 4-vectors are available in every jet tagging
task. Specifically, for a pair of particles a, b with 4-vectors
pa, pb, we calculate the following 4 features:

! =
√

(ya ↑ yb)2 + (ωa ↑ ωb)2,

kT = min(pT,a, pT,b)!,

z = min(pT,a, pT,b)/(pT,a + pT,b),

m2 = (Ea + Eb)
2

↑ ↓pa + pb↓
2,

(3)

where yi is the rapidity, ωi is the azimuthal angle, pT,i =
(p2x,i + p2y,i)

1/2 is the transverse momentum, and pi =
(px,i, py,i, pz,i) is the momentum 3-vector and ↓ · ↓ is the
norm, for i = a, b. Since these variables typically have
a long-tail distribution, we take the logarithm and use
(ln !, ln kT, ln z, ln m2) as the interaction features for each
particle pair. The choice of this set of features is motivated
by Dreyer & Qu (2021).

Particle attention block. A key component of ParT is the
particle attention block. As illustrated in Figure 3(b), the
particle attention block consists of two stages. The first
stage includes a multi-head attention (MHA) module with
a LayerNorm (LN) layer both before and afterwards. The
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Strategy B: Masked Particle Modeling (MPM)
Golling, Heinrich, Kagan, Klein, Leigh, Osadchy, Raine — 2024  [arXiv: 2401.13537]

L. Moneta (Lorenzo.Moneta@cern.ch) Foundation Models for HEP  |  Spain 2025 21

Inspired by BERT: mask out parts of the input, train the model to predict them.

p₁ p₂ [MASK] p₄ [MASK] p₆ p₇

→   predict properties of masked particles

Challenges for MPM model:

1.  Particles have continuous features (pT, η, φ), not discrete tokens	
    → Solution: tokenize with VQ-VAE or K-Means clustering	
    → Predict the discrete token index using cross-entropy loss	

2.  Particles are unordered (unlike words in a sentence)	
    → Without ordering, all masked positions predict the same distribution	
    → Solution: sort particles before prediction head (backbone stays permutation-invariant)	

3.  Multi-modal features: continuous vs. prediction approach	
    → Alternatively: use normalizing flows for continuous density estimation

Model: 40M parameter transformer backbone, pretrained on 100M jets (JetClass)
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FIG. 1: The proposed model and training scheme for a FM for jets. A jet is represented as a set of particles, each a
list of features, and some particles are replaced by a learnable vector and passed through a transformer encoder.

Training aims to predict the discrete token identity, defined by the encoder of a pre-trained VQ-VAE, of the masked
particles. The MPM Backbone in is a transformer encoder in this work. The positional embedding shown in box A is
used only in the prediction head to preserve the permutation invariance in the backbone; it is required in the model to

break the degeneracy from when m1 = m2.

We provide a brief overview of related work in Sec-
tion II. We describe the MPM method, including the
token creation scheme, and the fine-tuning procedures
in Section III. Experiments on di!erent tokenization
schemes, fine-tuning for jet classification including on
unseen classes, on new datasets, and in a weakly super-
vised setting are presented in Section V.

II. RELATED WORK

Foundation models, such as Masked Language Models
(BART [2], BERT [3]), Generative Pre-trained Trans-
former (GPT) [4, 5], Vision Transformer (ViT) [6],
DINO [7] and their combinations, such as DALLE [9],
Flamingo [10] and others have primarily been explored
in the domains of language and vision. We refer readers
to the recent review [1] for an overview. Most closely
related to this work is the BERT model [3], which uses
the masking and prediction of missing words as a pre-
training task, and the BEiT model [8], which adapts the
masked language modeling method to images by masking
and predicting patches of input images. On masked mod-
eling schemes for data which consists of unordered sets of
inputs, the impact of removing positional information in
masked image modeling was examined in Ref. [11], and us-
ing position as a target when processing unordered image
patches were explored in Ref. [12]. The first steps in devel-
oping foundation models for science have been developed

in e.g. protein biology [13], molecular chemistry [14, 15],
and cosmology [16, 17], showing their ability to learn in-
formative representations that are useful in these domains
for various downstream tasks.

The first steps in self-supervised learning on jets was
explored in Refs. [18–20], largely focusing on contrastive
pre-training using augmentations of jets. Pre-training
strategies through masking particle type information have
also been explored in Ref. [21]. Transformer models were
trained on large jet datasets for classification in a super-
vised setting in Ref. [22, 23] and several transformer-based
applications have since been developed (for example, see
Refs. [24–31]). Transformers have also been used for auto-
regressive density estimation and jet classification [32, 33].
Notably, Ref. [32] also explored the discretization of con-
tinuous particle features to form jet sequences, which we
examine in this work.

In parallel to the present e!ort on self-supervised foun-
dation models, investigations are ongoing on the potential
of supervised FMs in HEP by using physics-motivated
pretext tasks followed by fine-tuning in a hierarchical
setting [34].

III. OVERVIEW OF METHODS

The proposed model and training scheme is summarized
in Fig. 1. In line with the MLM framework employed by
BERT [3], the MPM objective described in Section III A
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MPM: Results and Domain Transfer

10-class jet classification with a linear probe on the frozen backbone:

Three evaluation modes:	

  1. Standard training:      train classifier from scratch on task-specific data	
  2. Fixed backbone:         freeze pretrained backbone, train only the classifier head	
  3. Fine-tuned backbone:    load pretrained weights, fine-tune everything end-to-end

Fine-tuned backbone consistently outperforms training from scratch,	
especially with limited labeled data.

Domain transfer experiment:
1.  Pretrain on "unlabeled" dataset A  →  treat like real data	
2.  Fine-tune on labeled dataset B       →  treat like simulation	
3.  Evaluate on dataset A                →  test on "real data"	

Result: model performance is similar on both datasets.	
This is a step towards using real data for pretraining and simulation for fine-tuning	
This is  the scenario we want for foundation models in experiments.

9

FIG. 6: Models trained with weak supervision to classify
data sets of di!erent label proportions. A data set of one

million QCD jets is compared to a data set with one
million QCD jets plus N top jets. The average and

standard deviation of the significant improvement over 5
trainings is shown in solid lines and uncertainty bands,
respectively. Models with frozen pretrained backbone
weights during fine-tuning are “Fixed”, and those with

updated weights are “Fine-tuned”.

the intriguing possibility to pre-train such models directly
on experimental data, whilst only using simulations for

fine-tuning. Such an approach may help mitigate uncer-
tainties owing to the small distribution shifts between
simulated and real data. Initial studies are promising,
indicating that further examination of increasing the scale
and size of pre-training data sets and backbone model
may help overcome such domain adaptation challenges.
More generally, this work suggests that continued explo-
ration of self-supervised learning strategies for high energy
physics data, coupled with increased data set and model
sizes is a promising direction for the future development
of machine learning in high energy physics.
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Strategy C: Next-Token Prediction — OmniJet-α
Birk, Hallin, Kasieczka — Mach. Learn.: Sci. Technol. 2024  [arXiv: 2403.05618]

Cross-task foundation model for particle physics:	
    simultaneously capable of unsupervised generation AND supervised classification

Architecture: GPT-1 style transformer (decoder-only, no positional encoding)

Learn:   p(xⱼ | xⱼ₋₁, xⱼ₋₂, …, x₁)	

Loss:    L = − Σⱼ log p(xⱼ | x<ⱼ)        (cross-entropy, next-token prediction)	

Training input:  <start>, token₁, token₂, …, tokenN, <stop>	
                 (tokenize using VQ-VAE, one token per particle constituent)

Idea:  as the model learns to generate realistic jets token by token,	
it necessarily learns the correlations and structure of jet physics.	
This learned representation is then useful for classification.
Dataset: JetClass, 12.5M quark/gluon + hadronic top jets. No class labels used in pretraining.	
Can also be trained on real data

▪ Transformer backbone 

▪ Takes tokens as input:
<start>, token1, …, tokenn, <stop>

▪ Outputs representation to task specific head

▪ Multihead attention block receives a causal mask 
that prevents attention to future tokens and a 
padding mask to allow jets with different number 
of constituents

▪ Task specific heads

▪ Generation – linear layer

▪ Classification – linear layer, ReLU, sum, 
linear layer, softmax
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Backbone

Anna Hallin | Foundation models for HEP | June 29, 2025

Pretraining: autoregressive next-token prediction (self-supervised, no labels needed):
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OmniJet-α: Generation and Transfer to Classification

Generation: Transfer to classification:

KEY RESULT:	
Fine-tuning significantly outperforms training from scratch.	

The pre-trained model needs only ~1 000 labeled events to reach the same	
accuracy that the "from scratch" model reaches with ~1 000 000 events.	

→  Factor ~1000× in data efficiency!

Task switching: classify quark/gluon vs hadronic top jets 

The next-token-prediction head is changed to a classification head. Test three approaches:

▪ From scratch: all weights are initialized from scratch, no pre-training is used

▪ Fine-tuning: load weights of the pre-trained generative model

▪ regular fine-tuning: all weigths can change

▪ backbone fixed: weights of the pre-trained transformer backbone are held fixed
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Transfer learning to classification

Anna Hallin | Foundation models for HEP | June 29, 2025

During generation, the model generates tokens 
autoregressively:

▪ Model has learned 𝑝(𝑥𝑗|𝑥𝑗−1,… , 𝑥1, < start >)

▪ Model recieves <start> token and generates 
until it generates a <stop> token or the 
maximum sequence length is reached 

Generally good agreement to truth distribution

Constituent 𝑝𝑇 spectrum tail has few events 
→ the limited codebook size shows up as bumps

Anna Hallin | Foundation models for HEP | June 29, 2025 53

Generation

Once trained, the model generates jets autoregressively:	

  <start> → sample token₁	
  → sample token₂ conditioned on token₁	
  → … → until <stop>	

VQ-VAE decoder maps tokens	
back to physics space (pT, η, φ).	

Good agreement with truth distributions
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▪ Significantly better result when using pre-training

▪ Full fine-tuning slightly better than backbone fixed

Anna Hallin | Foundation models for HEP | June 29, 2025 56

Transfer learning results

Pre-trained model requires 
only 1000 training events to 
reach the same accuracy 
level that the ”from scratch” 
model reaches with 1M 
events.

1 000 events  vs.  1 000 000 events  for the same accuracy

Swap the generation head for a classification head:	
   Linear → ReLU → Sum → Linear → Softmax	

Test three modes:	
  1. From scratch (random init)	
  2. Fine-tune all weights	
  3. Backbone fixed (only head trains)	

Task: classify quark/gluon vs. hadronic top jets
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OmniJet-α on Real Data: Aspen Open Jets
Amram, Anzalone, Birk, Faroughy, Hallin, Kasieczka, et al. — 2024  [arXiv: 2412.10504]

Since OmniJet-α requires no labels for pretraining, it can train on real collider data.

The Aspen Open Jets dataset:
• From CMS Open Data — Run 2 (2016), 16.4 fb⁻¹  180 million real jets — publicly available

• Expected composition: mostly light-quark and gluon jets (no labels)

Results of Jet pretraining on real data (generation task)

Pretrain on Aspen Open Jets (real, unlabeled, mostly q/g)	
  → fine-tune on JetClass (simulated, labeled, different jet types)	

Finding: pretraining on real data helps downstream tasks,	
         particularly for hard-to-model observables like n-subjettiness τ₃₂.	

First foundation model for collider physics trained on real data.
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Results: jet substructure

▪ Finetuning causes the Aspen Open Jets distribution to morph
into the JetClass distribution

▪ In general, the performance of the pretrained and finetuned
version is better than the from scratch version

▪ We see the same pattern for both jet mass and jet momentum

▪ At very small training samples, from scratch sometimes get 
better metrics, but at such small samples the distributions are
so far off from target that it is not relevant.

▪ Substructure is one of the harder distributions to learn, and
here we really see the benefit of the pretraining.

Image credits: depositphotos.com

Better

morph

Anna Hallin | Foundation models for HEP | June 29, 2025
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The model only requires sequences of integers — any data that can be tokenized	
can use the same architecture without modification.	
Can be used for example for calorimeter shower simulation
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Strategy D: Contrastive Learning — RS3L
Harris, Kagan, Krupa, Maier, Woodward — 2024  [arXiv: 2403.07066]

Re-Simulation-based Self-Supervised Learning:
Augmentation strategy unique to HEP: for the same hard process (e.g., pp → tt)̄,	
re-run the stochastic simulation steps to get different but related jets.

Hard process  →  Parton shower + Hadronization + Detector simulation	
                  ↳  Run TWICE with different random seeds before the parton shower	
                  ↳  Produces two different jets from the SAME physics	

Positive pair:  same hard process, different hadronization and simulations → should be CLOSE in latent space	
Negative pair:  different hard processes      → should be FAR APART	

Use a Contrastive loss function (e.g. InfoNCE)

Key properties:

• No labels needed — only simulation infrastructure for re-running events

• Aims for domain completeness: cover the stochastic phase space of simulation

• Fine-tune to supervised classification → competitive with other approaches

• Limitation: requires simulation (can't pretrain directly on real data)
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FIG. 6. Tagging performance on the Higgs vs. QCD classifi-
cation task. All numbers are obtained on a sample compris-
ing only jets from the default parton shower scenario. Fine-
tunings on top of a RS3L space that was trained with 5M jets
are shown in light and dark red, for graphs that have floating
and fixed weights, respectively. The number in parentheses
indicates the fine-tuning dataset size. Fully-supervised net-
works with various training sizes are shown in shades of blue.
Three repeated trainings with di!erent random initialization
are used to compute an average and standard deviation for
each ROC. These are shown as bands. Note that fixed-weight
trainings do not have any appreciable uncertainty.

TABLE II. QCD rejection rates for various training configu-
rations and Higgs e”ciencies. The bolded numbers indicate
the network with the best performance at a given Higgs ef-
ficiency. The uncertainties are calculated using the standard
deviation of repeated trainings with di!erent random initial-
izations.

Higgs e”ciency 0.3 0.5 0.7

N2 29 16 8
Fine-tuned (3M, fixed) 140± 1 64± 0 39± 0
Fine-tuned (3M, floating) 1325± 31 380± 4 135± 1
Fully-supervised (1M) 834± 11 257± 6 96± 2
Fully-supervised (3M) 1070± 29 317± 3 115± 1
Fully-supervised (8M) 1312± 15 381± 7 134± 1

ison with the ROC curve for N2 from Figure 6 allows
an understanding of the substructure usage, with even
fixed-weight RS3L improving over N2 as much as 50%
for a Higgs acceptance of 0.2.

In addition to background rejection, it is necessary to
examine the classifier under other metrics. In particu-
lar, we consider how the network response varies under
di!erent parton shower configurations used in the sim-
ulator (which we call the network’s “robustness”). The
robustness is quantified by calculating the Wasserstein

FIG. 7. ROC curves showing the tagging performance of
RS3L fine-tunings on the in-domain Higgs vs. QCD classi-
fication task. Top: graph fine-tuned with floating weights.
Bottom: graph fine-tuned with fixed weights.

distance [53–55] between the one-dimensional distribu-
tions of the classifier output of nominal and, respectively,
augmented jets as a measure of the similarity between the
responses of the RS3L network to di!erent inputs. The
distances are presented in Table III. Each column shows
the distance between the distribution for augmented jets
(indicated by column title) and nominal jets. A lower
Wasserstein distance indicates a network that is less sen-
sitive to the showering configurations. As expected, the
distance between nominal jets and jets re-showered with
just a di!erent numerical seed is smaller than the dis-
tance between nominal jets and any other augmentation
(“FSR up”, “FSR down”, or “Herwig”). Especially the
distance between nominal jets and Herwig7-showered
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Strategy E: Hybrid Pretraining — OmniLearn
Mikuni & Nachman — 2024  [arXiv: 2404.16091]
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Combines generation and supervised classification in a single pretraining objective.

Architecture:  Transformer encoder backbone (PET)	
               + Diffusion head (EPiC-FM) for generation	
               + MLP head for classification	

Pretraining loss:  L = L(classification) + L(diffusion)	

Features: jet + constituent kinematics, particle ID	

Downstream tasks — broadest coverage of any HEP Foundation Model:
• Classification: jet tagging across different jet types, detectors, AND collision systems

• Anomaly detection: unsupervised search for new physics

• Conditional generation: generate jets of specified type

• Reweighting: match simulation to data

• Unfolding: correct for detector effects
OmniLearn is currently the most multi-task foundation model in HEP.
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are trained directly on data are fundamentally limited by
the training dataset size. As a result, high-dimensional
methods struggle to obtain the relevant sensitivity to rare
signals in high-dimensional feature spaces [30]. Can Om-

niLearn push the sensitivity of such methods to find
signals that would not have been found before?

The details of OmniLearn can be found in Ref. [29],
but are briefly summarized in the following. The back-
bone network of OmniLearn leverages modern develop-
ments for jet representation, using a combination of at-
tention mechanisms [31] and dynamic convolutional op-
erations [32] to improve both the global and local de-
scription of particles clustered inside jets. This model is
named a Point-Edge Transformer (PET), consisting of a
shared representation (PET body) and two task specific
heads, used for the tasks of classification and particle gen-
eration. The introduction of tasks specific network com-
ponents makes the model modular, and able to discard
irrelevant heads during downstream tasks, thus reducing
even further the model size during adaptation. The pre-
trained PET model is then referred to as OmniLearn.
OmniLearn is trained using the JetClass dataset [33],
consisting of 100M jets and featuring 10 di!erent jet
classes. Each jet is represented as a set of constituent
particles.

Jets are ubiquitous in high-energy collider physics and
identifying the origin of a jet (‘jet tagging’) is a key com-
ponent of a multitude of direct searches for new phe-
nomena and precision measurements. Improvements in
jet tagging performance directly translate into improved
sensitivity of many analyses. State-of-the-art jet tagging
models require many tens of millions of jets for train-
ing. As full detector simulations are expensive, it is pro-
hibitive to generate large enough datasets for every tag-
ging task and for every time there are changes in the
simulation set (e.g. better particle-level description or
di!erent operational conditions). Our hypothesis is that
we can adapt a foundation model trained on less accu-
rate fast simulation with a small sample of realistic sim-
ulations to achieve competitive performance on the full
realistic problem.

We exemplify this idea showing the results obtained by
OmniLearn adapted to the publicly available ATLAS
Top tagging dataset [34]. In this dataset, 40M events are
generated with Pythia8 using the NNPDF2.3LO [35] set
of parton distribution functions and the A14 [36] set of
tuned parameters. Pileup e!ects are simulated by over-
laying inelastic interactions on top of the underlying hard
scattering process based on the 2017 data taking period.
Hadronic boosted top quarks are obtained in simulated
events containing the decay of a heavy Z → boson with
mass of 2 TeV. Background jets are obtained from simu-
lations of generic dijet events. Unified Flow Objects [37]
are used to determine the jet constituents. Jets are clus-
tered using anti-kT algorithm [38–40] with R=1.0 with
additional pileup mitigation algorithms [41–43] applied.

The Soft-Drop algorithm [44] is also applied to remove
soft and wide-angle radiation. Note that unlike the Jet-
Class dataset, the ATLAS top tagging dataset features
full detector simulation, event reconstruction, and pileup
particles.

We consider the scenario where we use the entire train-
ing data for the adaptation of OmniLearn and when
only 10% of the data is used (4M events). Results are re-
ported in Table. I for four metrics: the area under curve
(AUC), accuracy for a fixed threshold of 0.5, and the
inverse background e"ciency at two fixed values of the
signal e"ciency. We observe that OmniLearn excels
the performance of all previously reported benchmarks
in this dataset and is able to match the previously best
performing model using only 10% of the data, thus re-
quiring significantly less examples to achieve state-of-the-
art performance.

TABLE I. Comparison between the performance reported for
di!erent classification algorithms on the ATLAS top tagging
dataset. Bold results represent the algorithm with highest
performance. All results besides OmniLearn and PET are
taken from [34]. Five PET and OmniLearn models are
trained and the error of multiple predictions is at the last
decimal place and hence not shown.

AUC Acc 1/ωB
ωS = 0.5 ωS = 0.8

ResNet 50 0.885 0.803 21.4 5.13
EFN 0.901 0.819 26.6 6.12
hlDNN 0.938 0.863 51.5 10.5
DNN 0.942 0.868 67.7 12.0
PFN 0.954 0.882 108.0 15.9
ParticleNet 0.961 0.894 153.7 20.4
PET classifier (4M) 0.959 0.890 146.5 19.4
OmniLearn (4M) 0.961 0.894 172.1 20.8
PET classifier (40M) 0.964 0.898 201.4 23.6
OmniLearn (40M) 0.965 0.899 207.3 24.1

Correcting physics measurements for detector distor-
tions enables e"cient comparisons between measure-
ments and theory predictions. This technique is known in
collider physics as unfolding. Machine learning greatly in-
crease the flexibility and potential of unfolding by allow-
ing the simultaneous correction of multiple distributions
without the use of histograms [2]. The OmniFold algo-
rithm [45, 46] introduced an iterative approach for un-
folding based on learned classifiers that use the data col-
lected by experiments to determine the unfolded distri-
butions. Since the methodology relies on the data avail-
ability, physics processes with limited data can severely
restrict the precision the algorithm can achieve. In con-
trast, the general representation of jets learned by Om-

niLearn can compensate for the limited data. We ver-
ify this observation adapting OmniLearn for complete
unfolding using all available features in the dataset intro-
duced in Ref. [45]. The dataset consists of proton-proton
collisions producing a Z boson, generated at a center-
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FIG. 1. Neural network architecture used to train OmniLearn. The main neural network blocks of the architecture are shown
in the further left with detailed architecture design shown for each block in the right. See the text for more details.

perturbation is applied at the initial time t = 0, condi-
tioning the model over the time parameter ensures the
network is able to accommodate both perturbed and un-
perturbed data simultaneously. To build OmniLearn,
we design the architecture with a shared representation
whose outputs are then fed to task-specific neural net-
works. This approach enables flexibility and e!cient de-
sign, since downstream task applications only need to
load the shared representation and relevant task-specific
network, reducing the overall model. The main building
blocks of the network are summarized in Fig. 1. In the
following subsections we will provide a detailed descrip-
tion of the model and the core design choices.

A. Point-Edge Transformer

The shared representation of the network takes as in-
puts the particles clustered inside the jets and is condi-
tioned on the di"usion time parameter. The time infor-
mation, following previous di"usion models for collider
physics [20, 52–55], is encoded to a higher dimensional
space using a time embedding layer. The time embedding
consists Fourier features [56] followed by two multi-layer
perceptrons (MLPs) with GELU activation function [57].
Unless otherwise stated, all MLP layers used in this work
are followed by a GELU non-linear activation. Contrary
to previous di"usion models, we modify the time embed-
ding by multiplying the output of the Fourier features
by the time parameter, such that the output of the time
embedding is zero when the input time is also zero. This
choice ensures the time embedding is e"ectively turned
o" when the model is evaluated in classifier mode. The
next step is to combine the time information with the in-
put particle information. Datasets store di"erent levels
of information for each particle. The most basic infor-
mation, described by the kinematic information of each
particle, is always stored. However, additional informa-
tion such as particle identification (PID) and vertex in-
formation for charged particles is only available in spe-

cific datasets, with the latter only provided in the Jet-
Class dataset [41] among benchmark, public jet datasets.
To avoid training multiple models to accommodate each
dataset, and thus defeating the purpose of a generalized
model, we instead adopt a feature drop approach. Dur-
ing training, we consider as inputs both the kinematic
information for each particle and their respective PID1.
With a probability p = 0.2 we drop the PID information
by replacing it with zeros. This approach is similar to
dropout layers [58] that encourage the network to learn
a useful representation both in the presence and absence
of these features. After the feature drop, the inputs are
encoded to a higher dimensional space using a feature
embedding consisting of two MLP layers. The outputs of
the feature embedding are then combined with the time
information though a shift and scaling operation. Before
the transformer block we introduce a positional token to
encode the geometrical information of the neighborhood
surrounding each particle inside the jet. Even though
transformers are capable of learning general correlations
between particles, the addition of local information can
generally improve performance [40], creating a better la-
tent representation that is aware of the distances between
particles. We create the local encoding using dynamic
graph convolution (DGCNNs) layers where the neighbor-
hood is defined using a k-nearest neighbor algorithm with
number of neighbors fixed to 10. The distances are cal-
culated in the pseudorapidity-azimuthal angle space. For
each of the k-neighbors, edge features are defined based
on the particle features concatenated with the subtrac-
tion between the particle features and each of the respec-
tive neighbors. An MLP is used over all edges before
an average pooling operation over the neighbor dimen-

1 The vertex information while present in the JetClass dataset is
not used during training. While that could also be included in
the training methodology, our focus is the application to multiple
datasets without this information, hence for simplicity we skip
these features.
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Other Recent Models (Late 2024 – 2025)
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L-GATr  (2024) Brehmer et al. (arXiv:2411.00446)	

Lorentz-equivariant transformer using geometric algebra (multivectors).	
Encodes Lorentz symmetry directly in the architecture.	
Current state-of-the-art for supervised jet classification.	
Pretrain on supervised classification, fine-tune to other datasets.

J-JEPA / HEP-JEPA  (2024–25) Katel et al. (arXiv:2412.0533) / Bardhan et al. (arXiv:2502.0393)

Joint-Embedding Predictive Architecture (inspired by LeCun).	
Re-cluster jets into subjets (J-JEPA) or patches (HEP-JEPA).	
Predict masked-out parts in latent space (not feature space).	
Self-supervised, no labels needed.

Bumblebee  (2024) Wildridge et al. (arXiv:2412.0786)

First event-level (not just jet-level) foundation model.	
Uses high-level features (jets as objects, not constituent-level).	
Pretrain: masked event reconstruction (predict masked particles).	
Downstream: top quark reconstruction, event classification.
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See also FM Review from A. Hallin — SciPost Phys. Proc. (2025) — arXiv: 2509.21434

https://arxiv.org/abs/2411.00446
https://arxiv.org/abs/2412.05333
https://arxiv.org/abs/2502.03933
https://arxiv.org/abs/2412.07867
https://arxiv.org/abs/2509.21434
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Foundation Model for Fast Calorimeter Simulation

CaloDiT-2 model developed at CERN is based on diffusion and 
visual transformers.

12.09.2025 12

Diffusion Models
• Class of generative model that relies on mapping data to a latent space via the gradual addition 

of noise

• Diffusion process adds noise to data:

• Reverse diffusion: trained model removes noise at each step to generate a new image

d xt=μ(xt , t)d t+σ(t )dwt

Drift & diffusion coeff. 

Wiener 
Process 

“Probability Flow” ODE: → d xt=[μ (xt , t )−
1

2
σ (t)2∇ log pt (xt)]d t

* CaloDiT-2 uses 
the EDM diffusion 
formulation

Peter McKeown | ACAT 2025 | CaloDiT and CaloDiM

Figure 4: Diagram illustrating the architecture of CaloDiT-2.

together with the conditioning variables of the diffusion process. At the end, the model outputs the
denoised shower (xt). The complete architecture is shown in Figure 4.

The conditions include the properties of the incident particle, E, ω & ε, and the diffusion timestep,
t. The incident particle’s properties are concatenated and processed through a nonlinear projection,
while t passes through a separate projection layer. The resulting vectors are concatenated into a
condition embedding c, which is provided to every DiT block. The shower itself is split into patches,
which are then fed through the stack of DiT blocks and recombined at the output stage.

Because the model is transformer-based, showers must be tokenized. We extend ViT-style patching
[59] to three dimensions. Although patches of size 1→ 1→ 1 would maximize the use of the attention
mechanism, they are prohibitively expensive. In practice, we found that 3→ 2→ 3 patches offer a
good trade-off between accuracy and computational efficiency, resulting in 360 tokens. Overall, the
shower (x) is first projected with a shared Conv3D layer to form patches, to which the positional
embeddings (pe) are added, yielding x→. These patches are then passed to the stack of DiT blocks.
Positional embeddings are also extended to 3D. The r, ϑ, and z directions each occupy one-third of
the embedding space. As a baseline, we also tested 1D fixed and learned positional embeddings, but
both underperformed compared to the 3D sinusoidal embeddings.

The model comprises 6 DiT blocks with an embedding dimension of 384. Each block uses 6 attention
heads of dimension 64, and the MLP expands from 384 to 1536 before projecting back. After the
final DiT block, the patches are modulated and linearly projected back into the original patch of shape
3→ 2→ 3. These are then unpatchified to reconstruct the full shower of shape 9→ 16→ 45. The size
of the model is the result of having the necessity to allow for faster inference, while still allowing for
enough capacity.

3.2.2 Preprocessing

First, we clip the voxels below 15.15 KeV to 0. These are low-energy voxels and are usually within
the bounds of the noise from the detector readout. Then, we employ a simple log transformation
followed by normalization. The parameters for the normalization, µ & ϖ, are scalars and are shared

9

Simulating calorimeter shower using Geant4 is a time 
consuming process for  HEP experiments

12.09.2025 19

Updated CaloChallenge Dataset 2 Results
● CaloDiT-2 model shows major improvements with respect to original CaloDiT-1 included in the CaloChallenge

● Reformulated diffusion process

● Added consistency distillation

● CaloDiT-2 trained on dataset 2 now highly competitive

Peter McKeown | ACAT 2025 | CaloDiT and CaloDiM

Very good results in reproducing shower observables
P. Raikwar et al. (arXiv:2509.0770)

https://arxiv.org/abs/2509.07700
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Generalisation Capabilities of  CaloDiT-2

12.09.2025 21

Adaptation Study
● Focus on CaloDiT-2 model

● Need to pass information about detector to model- use additional geometry condition G 

● Categorical (one-hot) encoding

● For K detectors, G has size K + 1 to allow for new detector

● As demonstrator: pre-train on 4 detector geometries, and study adaptation performance onto one (FCC-ee 
ALLEGRO)

ODD
Par04 

(Si-W + Sci-Pb)

Pre-train Adapt

Peter McKeown | ACAT 2025 | CaloDiT and CaloDiM

FCC-ee 
CLD

FCC-ee 
ALLEGROPre-train model on some datasets and fine-tune 

(adapt) on target data

Figure 9: FPD against numbers of training steps for various amounts of FCCeeALLEGRO training
data. The FPD value for GEANT4 represents the baseline, drawn by a black dashed line. Red hues
represent training from scratch, and blue hues represent adaptation. Darker hues represent less data
used for training from scratch or adaptation, whereas lighter hues represent more data. Values indicate
the minimum FPD achieved in each case.

From Figure 9, we can infer some of the expected trends. First, in general, the more training steps,
the better. Second, in general, the more data, the better. However, if the number of training steps
saturates the amount of data, the generation quality decreases (Scratch 1K after 10,000 steps, Adapt
1K after 10,000 steps). Similarly, if the amount of data saturates the number of training steps, the
generation quality decreases (e.g. Scratch at 10,000 steps, Adapt at 100,000 steps). Third, given the
same amount of data and the same number of training steps, adaptation consistently outperforms
training from scratch. There are some exceptions to these trends, e.g. the FPD increases for 10,000
steps when using more data, but then goes down with more training steps. We believe this is tied to
the wsd schedule and the coverage of data during the decay phase.

Unexpectedly, training from scratch at 10,000 steps using 1K samples shows a better FPD than a
similar training with more data. This is surprising because the amount of data is too low to train any
kind of generative model with sufficient quality. This phenomenon is explained by using precision and
density [69, 70] to assess the faithfulness of generated showers to GEANT4 showers. Figure 10a and
Figure 10b show density and precision overshooting beyond GEANT4 v/s GEANT4, implying that the
model trained from scratch is memorizing a limited amount of data, and is therefore not sufficiently
covering the actual data manifold. In contrast, adaptation is rather consistent for a reasonable number
of steps and does not show the same memorizing behavior.

These experiments indicate that adaptation can achieve the same FPD at 5,000 training steps using
1K samples of new detector data, as training for 50,000 steps from scratch using 25K samples. This
is a significant reduction in required resources, consuming 20→ less training time (EDM and CD
combined) and using 25→ less data. In practical terms, training a FastSim model takes a few hours
instead of several days, not including the time taken to simulate the required training data. It should be
noted that these results will vary based on the new detector, the architecture, and the hyperparameters.
In our particular case, FCCeeALLEGRO can be considered very different compared to Par04-SiW,
Par04-SciPb, ODD, and CLD from the physics perspective. Also, given sufficient data and sufficient
training steps, the training from scratch may, at some stage, outperform adaptation. This is because
the pre-trained model holds knowledge regarding several detectors and thus contains data biases,
unlike the model trained from scratch. However, in the low data and low training steps regime,
adaptation will significantly outperform training from scratch, as evident from the Figure 9. This

16

compared to training from 
scratch:	
• ~ 20% less training steps	
• ~ 25 % less data
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Open DataSets

Some of the available datasets for training Foundation Models for HEP	

Simulated data (with labels)	

• JetClass, 1OOM jets quark/gluon + hadronic top jets. 10 class labels available (see Zenodo)	
• Top Quark tagging dataset : 2 M jets from top quark decaying plus lighter quarks (for binary classification) (see 
Zenodo) 	
• used more for fine-tuning the models (e.g. for HEP-JEPA model)	

• ColliderML :  1M events with full simulation of OpenData detector), available for several tasks (jet tagging, simulation, 
tracking, physics analysis) (available in HaggingFace)	

Real data (unlabelled) 	

• Aspen Jet Data set: 180 M boosted jets derived from CMS Open data (see link) and ready for ML tasks	
• ATLAS and CMS Open data available in the CERN Open data portal	

https://zenodo.org/records/6619768
https://zenodo.org/records/2603256
https://huggingface.co/datasets/CERN/ColliderML-Release-1
http://www.apple.com/uk
https://atlas.cern/Resources/Opendata
https://opendata.cern.ch
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Outlook and Open Questions
Where do we go from here?
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The Road Ahead: HL-LHC and Beyond

The HL-LHC (from 2030) will deliver ~10× more data than in Run 3.

Computing requirements will increase dramatically — foundation models can help:

• Pre-train once on massive (unlabeled) data → amortize cost across all analyses

• Fine-tune quickly for each new analysis with small labeled samples

• Share pre-trained models across experiments (ATLAS ↔ CMS)

• Leverage real data for pre-training — no simulation required

• Multi-modal foundation models: combine tracker + calorimeter + muon data

What we need:
• Standardized benchmarks for cross-task evaluation

• Scaling studies: how large do HEP foundation models need to be?

• Community infrastructure: shared compute, open-source models, collaboration
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Towards Large Physics Models

Hits/Cells Encoder Latent Vector 
(representation) Decoder Higgs or no 

Higgs

End-to-End ?

25• ”Trackformers: ”, Eur.Phys.J.C 85 (2025) 4, 460 , e-Print: 2407.07179 [hep-ex]

O(10000) hits (no pre-processing)

10^4 1

➔ challenging: interpretability, control, 
uncertainty estimation, etc. 

➔ Need flexible + interpretable model
➔ Chat with data ?

CERN 2025, Sascha Caron

(from S. Caron)

https://indico.cern.ch/event/1526077/contributions/6796409/attachments/3186421/5669636/CERN_WLCG_2025_AI.pdf
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Large Physics Models

What Are Large Physics Models (LPMs)?

• Inspired by chatgpt like foundation 
models (LLMs, vision models, 
multimodal models)

• LPMs are AI models trained natively on 
physics data, structure, and tasks (under 
the control of  the science community)

• Go beyond chatbots → integrate 
symbolic reasoning, simulation, 
mathematics, and data-driven inference 
via links to physics (raw) data

CERN 2025, Sascha Caron 40

Physics 
reasoningCode

Text

Math

Data

Equations

Human
(in control?)

LPMs are built for physics reasoning 
 and integration across our modalities.

(from S. Caron)

• Require collaboration between physicists, computer scientists and philosophers of science	
• Need access to full experimental data (use federated learning for dealing with ownership issues ?) 	
and large computing infrastructures (e.g AI GigaFactory)   

https://indico.cern.ch/event/1526077/contributions/6796409/attachments/3186421/5669636/CERN_WLCG_2025_AI.pdf
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Summary

1
Foundation models pre-train on large data to learn general representations,	
then fine-tune small task-specific heads for downstream tasks.

2
HEP is an excellent setting: massive datasets, high-quality simulations,	
many tasks sharing the same pattern recognition needs.

3
Multiple pre-training strategies have been explored:	
supervised (ParT), masked (MPM), generative (OmniJet-α), contrastive (RS3L), hybrid (OmniLearn).	
All show improvement over training from scratch.

4

5 Future: Build Large Physics Model able to perform multiple tasks end to end

The field is young and moving fast. Scaling, standardized evaluation, and	
experiment-wide collaboration are the key next steps for the HL-LHC era.
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Thank you!
Lorenzo.Moneta@cern.ch

58


